
Interactive Training of Machine Learning Models for Nuclear
Safeguards Surveillance
Alvaro Casado-Coscollaa,b, Carlos Sanchez-Belenguera, Erik Wolfarta, Vitor Sequeiraa, Carlos
Angorrilla-Bustamantea, Eduardo Vendrell-Vidalb, Juha Pekkarinenc, João Rochac, Kai Ruuskac, Elena
Bellido-Verac, Maikael Thomasd, Alex Pollackd, Simone Rocchid, Nivetha Balasankarand, Melvin Johnd, and
Martin Möslingerd

aEuropean Commission - Joint Research Centre, Ispra, Italy.
bInstituto Universitario de Automática e Informática Industrial, Universitat Politècnica de València, València, Spain
cEuropean Commission – Directorate-General for Energy, Luxembourg, Luxembourg
dInternational Atomic Energy Agency, Vienna, Austria

Abstract

We introduce Next Generation Model Trainer (NGMT), a novel

software tool designed for interactive training of machine

learning models to support the review of surveillance im-

ages in nuclear safeguards. This domain poses unique chal-

lenges for machine learning applications, including the lack

of pretrained models for relevant objects, high variability in

objects and activities of interest between facilities, and the

time-consuming process of creating labelled training data.

To address these challenges, our approach involves training

a dedicated model for each surveillance camera and area

of interest, combining a pretrained deep vision model with

a lightweight binary classifier trained ad-hoc for the specific

task. The system leverages active learning and label propa-

gation to enable efficient model training. This paper provides

an overview of our methodology and presents the results of a

validation campaign conducted at the nuclear inspectorates.

Keywords: nuclear safeguards, video surveillance, machine

learning, computer vision, active learning

1 Introduction

Nuclear safeguards play a critical role in preventing the clan-

destine development and spread of nuclear weapons. Glob-

ally, the International Atomic Energy Agency (IAEA) is respon-

sible for implementing nuclear safeguards, while the Euro-

pean Commission (hereinafter EC or Euratom) implements

safeguards under the provisions of the Euratom Treaty within

the territory of the European Union. Nuclear safeguards en-

tail a range of activities, including on-site inspections and

containment and surveillance measures designed to maintain

continuity of knowledge between inspections.

A crucial component of nuclear facility monitoring is the use

of surveillance cameras, which are deployed by the IAEA and

Euratom in numerous installations worldwide. These custom-

designed cameras are equipped with features such as cryp-

tographic data protection, tamper indication and backup bat-

teries, enabling them to operate autonomously for extended

periods without maintenance or network connectivity in some

cases. The captured data is stored locally and can be re-

motely transferred or retrieved by inspectors during on-site

visits.

To conserve storage capacity and reduce the review burden,

the cameras typically operate at a low frame rate, often on the

order of minutes. However, reviewing this extensive footage

can be a time-consuming and labour-intensive task, requiring

manual analysis of scenes recorded over several months from

multiple cameras at each facility. Nuclear safeguards video

review tools have primarily relied on visual analysis, incorpo-

rating automatic scene change detection. While effective in

certain contexts, these approaches are prone to high false-

positive rates due to changes in ambient lighting or irrelevant

activities.

Recent studies have explored the application of deep learning

techniques in nuclear safeguards, but the lack of pretrained

models for safeguards-specific objects and activities makes

necessary some degree of fine-tuning or training models from

scratch. Creating labelled training datasets can be costly or

impractical, and the diversity of objects and activities across

different types of nuclear facilities renders it challenging to

develop a single, universally applicable model.

In this context, similarity-based retrieval systems offer a promis-

ing approach, enabling inspectors to explore footage based

on query images and reducing the manual effort required.

Additionally, these methods can facilitate data mining and

model training.

1.1 Related works

Manual video review is an inherently challenging and resource-

intensive task, especially in domains that require high accu-

racy and accountability such as nuclear safeguards, surveil-

lance, and industrial monitoring. The volume of video data

collected daily continues to grow, and yet reviewing even a

small subset of this data demands substantial human effort.
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To reduce the burden of manual review, a variety of auto-

mated methods (not exclusive to nuclear safeguards) have

been proposed. These include object detection and tracking

[1, 2, 3, 4], which identifies and localizes objects of inter-

est in individual frames; image and video captioning [5, 6, 7,

8], which attempts to describe image content in natural lan-

guage; video event detection [9, 10], which aims to recognize

specific actions or events within video sequences; video sum-

marization [11, 12, 13, 14, 15], which extracts key segments

to provide a condensed view of the video; video anomaly

detection [16, 17, 18], which flags deviations from expected

patterns; video summarisation and interactive retrieval [19];

and content-based image retrieval (CBIR) [20, 21, 22], which

enables searching and comparing images or video frames

based on visual similarity.

There are recent examples of applying deep learning models

to nuclear safeguards. From the integration of deep learn-

ing object detection models for video review [23] to event

detection pipelines [24].

In this context, the idea of generic, reusable models becomes

particularly appealing. The utopian goal is to create founda-

tional visual models [25, 26] that work well even in special-

ized domains, requiring minimal human supervision. While

progress in large vision-language models and self-supervised

learning has brought us closer to this ideal, practical gaps

remain in domain adaptation and evaluation.

Despite the promise of advanced models, the cost of train-

ing remains a significant barrier, particularly in specialized

fields. Collecting large, labeled datasets is often impractical

in domains like nuclear safeguards, where footage is sensi-

tive, heterogeneous, and rarely annotated. Even with transfer

learning, adapting models to these niches still incurs annota-

tion and fine-tuning costs that may not be feasible.

Simulations and synthetic data offer a cost-effective solution

to the limitations of collecting real-world datasets. By de-

signing 3D environments or generating realistic training data,

researchers can create large, diverse datasets at a fraction

of the cost. This approach enables efficient model training,

even in domains where real-world data is scarce or sensi-

tive, democratizing access to advanced AI solutions for niche

fields like nuclear safeguards. Recent works have studied

the generation of synthetic data [27] and its use to train and

fine-tune deep learning models[28] for nuclear safeguards.

Alternatively, data-mining unlabeled or weakly labeled footage

have shown that valuable insights can be extracted without

exhaustive annotation. These approaches typically rely on

unsupervised clustering, self-supervised representation learn-

ing, or image similarity metrics to group related content and

flag anomalies. [29]

Content-based image retrieval stands out due to its flexibility

and low dependency on task-specific training data. Unlike

video anomaly detection or event recognition, which often

require extensive annotation and domain-specific tuning, im-

age retrieval systems can be deployed with minimal prior

knowledge and align better with the exploratory workflows

of analysts, allowing users to iteratively search, refine, and

discover relevant content.

By leveraging foundational vision models [30, 31] for similarity-

based retrieval, analysts can efficiently mine and annotate new

datasets and bootstrap the creation of new ad-hoc models

with only a handful of labeled examples. This makes CBIR

[32, 33] not just an alternative to traditional analysis methods,

but a strategic component in scalable video review pipelines.

1.2 Overview

This paper presents an interactive software tool that allows

users to train camera-specific models ’on-the-fly’ using a

limited number of sample images of the object or activity of

interest. Specifically, this work makes the following contribu-

tions:

• We present NGMT, a software tool for training ad-hoc

machine learning models for supporting video review

in nuclear safeguards.

• We explore the potential of our methodology for de-

tecting declared and undeclared activities, and we

discuss the essential role of human experts in training

and supervising machine learning models, ensuring

their practical applicability and robustness in sensitive

domains.

• We provide evaluation results across various types of

nuclear facilities and activities, demonstrating the ef-

fectiveness and adaptability of our approach in diverse

nuclear fuel cycle stages.

The rest of this document is structured as follows: Section 2

outlines the overall workflow and provides details on the un-

derlying technology. Section 3 discusses the inclusion of

the expert in the loop for training machine learning models

for nuclear safeguards. Section 4 presents the results of a

validation campaign with nuclear inspectors using several real-

world use cases. Section 5 discusses potential applications

as well as some takeaways of the validation campaign. Finally

Section 6 draws conclusions on the tool and the evaluation

results.

2 Method

NGMT (Next Generation Model Trainer) is an interactive tool

designed to train ad-hoc models for assisting surveillance
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Figure 1. Overview diagram of the NGMT training workflow.

video review in nuclear safeguards. The system focuses on

region of interest (ROI) analysis, as this mirrors how inspectors

currently work with existing tools. The primary goal is to train

binary image classifiers based on visual and semantic similar-

ity using deep embeddings [34, 35]. NGMT is designed to be

computationally efficient, enabling users to train lightweight

models interactively from a small number of samples without

requiring state-of-the-art hardware.

Unlike generic object classification models, NGMT focuses

on similarity-based training, allowing users to define their own

criteria for identifying relevant patterns within a ROI (e.g. an

open door or a spent fuel cask). While it does not generalize

across entire images or between cameras, NGMT’s ability

to train models per ROI in each camera allows for efficient

training and detection of specific events. Several ROI can be

defined at different locations to track an object across one or

more cameras.

2.1 Training Dataset Selection

It is essential that the training period for the machine learning

model is sufficient to cover a diverse range of scenarios, both

for positives (different appearances of the relevant object)

and negatives (other objects or situations that are not relevant

but could trigger a false positive if the model is not properly

trained).

The recommended training period typically ranges from 2

weeks to 3 months of video footage to ensure that the model

learns to recognize the object of interest in various contexts.

This duration is intended to capture a wide range of oper-

ational and environmental variations (e.g., different lighting

conditions, object orientations, occlusions), providing a di-

verse set of positive and negative examples crucial for model

robustness.

2.2 Model Training

The training process in NGMT, illustrated in Figure 1, involves

several key steps:

1. User-defined RoI: The user defines the region of in-

terest and identifies the object or scenario of interest

(relevant) within a video frame, as illustrated in Figure 2.

2. Embedding computation: The system computes an

embedding for each video frame within the defined

RoI using a pretrained image feature extractor (CLIP

model).

3. Similarity selection: NGMT selects the most similar

and dissimilar frames from the video footage based on

the computed embeddings.

4. User labeling: The user labels the shown images to

provide ground truth information for training the model.

5. Initial SVM training: An initial Support Vector Machine

(SVM) is trained using the embeddings and user-provided

labels.

6. Classification: The SVM is used to classify all training

footage, producing a score between 0 and 1, where

0 represents negative (not relevant) and 1 represents

positive (relevant).

7. Uncertainty-based annotation: The most uncertain

frames (those whose score is closest to 0.5) are se-

lected based on the SVM’s predicted uncertainty and

shown to the user for annotating.

8. Model refinement: After user annotation, a new SVM

is fit, and the footage is classified again.

Steps 6-8 repeat until the user concludes the training. In every

iteration the most uncertain samples from the training set are

sampled for labelling. At the beginning, all samples have
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very uncertain scores (close to 0.5). The longer the training

continues, the more certain the scores become (close to 0

and 1). The user may decide to stop annotating as soon as

model predictions become almost binary (e.g. scores below

0.1 or above 0.9).

The number of annotated images varies between use cases,

but on average each model requires few hundreds of samples

that can be annotated in minutes thanks to the active learning

loop that automatically selects the next images to label in

every iteration.

The process focuses annotation efforts on the most informa-

tive frames, thereby reducing the manual labelling required

to build a high-quality binary classifier.

2.3 Model Deployment and Refinement

For operational use, models trained in NGMT are seamlessly

integrated into the Next Generation Surveillance Review (NGSR)

tool, a software co-developed by the IAEA and the European

Commission. While initially focused on visual review, NGSR

has evolved to support automated analysis. It now features a

standard interface for importing events generated by external,

AI-powered tools [23]. This capability enables an integrated

workflow from model creation in NGMT to the review of its

predictions within the NGSR environment.

Once a model is trained, it can be deployed to perform in-

ference on new surveillance data. This process can be au-

tomated, with the model executing on a server to analyze

footage as it is received. The resulting predictions are saved

in an NGSR-compatible format and are automatically loaded

when an inspector reviews the corresponding video, providing

immediate insights such as highlighting periods of relevant

activity or confirming expected states of inactivity (e.g., a

closed hatch).

As operational conditions evolve (due to equipment changes,

new procedures, or altered environmental factors) a model’s

performance may degrade. To counteract this, the system

supports an iterative refinement cycle. The user can load a

small segment of recent data, provide new annotations for

changed or novel scenarios, and retrain the model.

Model retraining is a quick process since the model is al-

ready trained and NGMT will automatically sample the most

uncertain frames (i.e. the footage that contains the new ob-

jects or environment), pointing the user to the frames with

highest learning value. Once the model is retrained, it can

be deployed again, producing updated results for the avail-

able footage. This adaptive process ensures that the models

remain aligned with the current state of the facility, maintain-

ing high standards of efficiency and precision in the review

process over time.

3 Combining Inspectors Insights and Machine
Learning

Machine learning models can effectively help detect declared

and undeclared activities on surveillance video footage, but

their effectiveness ultimately depends on the quality and rele-

vance of the data they are trained on. In this context, human

experts play a crucial role in ensuring that machine learning

models are properly trained and supervised.

One of the key challenges in developing machine learning

models for nuclear safeguards is the scarcity of available data.

As such, human annotations become increasingly valuable

as they provide critical insights and context that improve the

training and refinement of machine learning models. How-

ever, manual annotation can be a time-consuming and ex-

pensive process, which highlights the need to make this pro-

cess efficient. This is where interactive, human-in-the-loop

approaches can provide significant benefits. By combining

human insight and machine learning, we can not only reduce

the costs associated with manual annotation but also improve

the accuracy and effectiveness of the trained models.

3.1 Declared Activities and Known Objects

For declared activities, inspectors often have prior knowledge

of the location and appearance of objects of interest. This

makes it possible to focus on specific regions, similar to how

inspectors use the scene change detection algorithm in NGSR.

The user starts by identifying a video frame that contains the

object of interest and highlighting the region of the image

where it appears. NGMT then takes over, searching for the

most similar and most different images and prompting the

user to confirm whether they depict the relevant object or not.

This process continues with NGMT iterating through uncertain

video frames, asking the user for labels until the user is satis-

fied with the model’s predictions (i.e. when model predictions

are almost binary and consistent with user annotations).

3.2 Undeclared Activities and Unknown Objects

Undeclared activities refer to any unexpected events or ob-

jects that are not part of the normal operational process being

safeguarded. In this context, there is no prior knowledge

about the location or appearance of these objects or events,

making it challenging to detect them using an object detector

or traditional supervised deep learning models.

Typically, undeclared relevant activities involve the diversion

of nuclear material. This makes it possible to focus on spe-

cific corridors or hatches through which the material must

pass in order to leave the facility. In this case, positive exam-

ples would focus on scenarios that deviate from the normal,
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Figure 2. Positive (bottom) and negative (top) scenes for three different RoIs from a real use-case.

inactive state, such as doors being open, corridors being

occupied, or pools being uncovered. By training models to

recognize these deviations, the model predictions will directly

highlight periods of potential undeclared activity over the

video review timeline.

Each detected event flags a time range that requires an inspec-

tor’s attention, focusing their review efforts on periods where

the facility’s state has changed from its declared baseline.

The review workflow remains the same as before and always

allows inspectors to review the rest of the footage. NGMT’s

interactive process enables users to train binary classification

models for detecting undeclared activities.

By combining the predictions of different models over time, it

is possible to identify activities that don’t fit expected patterns.

Let us imagine the user trained a door open model to detect

when the door is open and another cask model to detect

when a spent fuel cask is passing through the door. Over the

review timeline, the door open model will highlight all time

periods in which the door was open.

If the user correlates the detected events from the door open

model and the cask model, they can verify expected activities.

A detection from the cask model should always be accompa-

nied by a detection from the door open model. However, if

there is a detection from the door open model that does not

correlate with a cask detection, it is likely that an unknown ob-

ject has passed through the exit or that the door was opened

for other reasons. This discrepancy allows inspectors to fo-

cus on the specific time frames where an anomaly may have

occurred, rather than having to manually review all footage to

find this undeclared activity.

4 Evaluation

An on-the-job workshop and an evaluation campaign were

set in order to validate NGMT and the performance of models

trained with the tool. The main objectives of the evaluation

were:

1. Teach safeguards inspectors and technical experts at

Euratom and the IAEA how to use NGMT.

2. Train an initial set of models for different kinds of nu-

clear facilities.

3. Quantify the precision and recall of the models.

4. Qualitatively assess the inspectors’ feedback on the

tool and the models’ predictions.

4.1 On-the-job Workshop for Inspectors

In April 2025, a one-week on-the-job workshop was con-

ducted for 13 inspectors on Euratom premises. The work-

shop included an initial overview presentation and individual

sessions for training models. Some inspectors focused on

facilities they safeguard, while others used data from other

facilities.

As a result of the workshop, 18 models were trained for 9 EU

nuclear installations, with most focusing on spent fuel cask

movements. The models were validated using footage peri-

ods ranging from from 6 to 12 months. Those that performed

well were considered ready for deployment into production.

Few models required updates due to false positives in sce-

narios with new lighting conditions or new objects. After the

workshop, 10 models were selected for deployment.
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4.2 Evaluation campaign

In addition to the 10 deployed models, 8 more models (trained

jointly by IAEA and Euratom in 2024) were used as part of

our evaluation campaign. This campaign involved evaluating

models on three types of facilities: dry storages, reactors,

and wet storages. Euratom inspectors and technical experts

carried out the evaluation by manually reviewing model pre-

dictions against real video footage and operator declarations.

4.3 Quantitative Results

The performance of the 18 trained models was evaluated

using standard metrics: precision and recall. Precision mea-

sures the proportion of true positive predictions among all

predicted positives (correctly identified events or movements),

while recall measures the proportion of correctly identified

events or movements among all actual events or movements

that occurred during the evaluation period.

In the context of nuclear safeguards inspections, recall is

particularly important. A model with high precision but low

recall may accurately identify most of the events it predicts,

but miss many genuine events. This could lead to a significant

underestimation of the number of events occurring at a facility,

which is unacceptable for inspectors seeking to verify that

facilities are complying with international nuclear safeguards

standards.

Evaluation results are presented in Table 1, which shows the

precision and recall scores for each model. The results show

that all models have almost perfect performance, especially

at recall level, confirming the high sensitivity of the trained

models.

Facility Model Recall Precision

Reactor 1
Hatch open 1 0.97

Cask loading 1 1

Reactor 2 Cask over pit 1 1

Reactor 3
Cask in hatch 1 0.86

Cask over pit 1 0.54

Dry storage 1
Cask horizontal 1 0.89

Cask vertical 1 1

Dry storage 2
Cask vertical 1 1

Cask horizontal 1 1

Dry storage 3

Storage door open 1 1

Cask on trailer 1 1

Cask in maintenance 1 1

Wet storage 1
Basket closed 1 1

Hatch open 1 1

Wet storage 2
Basket closed 1 1

Hatch open 1 0.99

Wet storage 3
Cask present 1 1

Fuel in fork 1 1

Table 1. Precision and recall scores for the evaluated models.
Retrained models results are shown in blue.

4.3.1 Model retraining

During the validation process, 5 models initially presented

lower precision scores due to the presence of new objects in

the validation footage for which they were not trained. This

behaviour can be helpful when reviewing surveillance footage

as it may point to unknown objects or activities. However,

if the unseen objects are part of the normal operations of

the facility, it is better to retrain the model by including few

images featuring the object.

In addition, 3 models required retraining after missing a few

events when the environment changed significantly. Through

retraining, these models were able to achieve perfect recall,

correctly detecting all relevant events.

For retraining, inspectors selected an additional training pe-

riod outside of the validation period. For improving recall,

the selected footage included relevant objects under different

situations (darker scenes, occlusions, etc.), while including

previously unseen objects when aiming at improving model

precision.

Table 2 shows the precision and recall scores for the retrained

models before and after retraining. As shown, all models

achieved perfect recall, correctly detecting all relevant events.

In addition, precision results significantly improved after train-

ing the models over new footage.

Facility Model Recall Precision

Reactor 1 Hatch open 1.00 (1.00) 0.97 (0.43)

Reactor 2 Cask over pit 1.00 (0.83) 1.00 (1.00)

Reactor 3 Cask over pit 1.00 (1.00) 0.54 (0.36)

Dry storage 2 Cask horizontal 1.00 (0.99) 1.00 (0.91)

Wet storage 3
Cask present 1.00 (1.00) 1.00 (0.67)

Fuel in fork 1.00 (0.97) 1.00 (0.79)

Table 2. Precision and recall scores for the retrained models.
Final results are shown in bold. Pretraining results between
parenthesis.

When retraining a model with low precision, the model learns

to identify new objects as irrelevant. This means that images

that previously had scores ranging from 0.2 to 0.8 now be-

come either 0 or 1, effectively separating better relevant and

irrelevant images. This is demonstrated in Figure 3, which

presents the normalized score distribution for the Reactor1-

HatchOpen model before and after retraining. The retrained

model (shown in orange) presents a significant shift towards

more binary scores, with previously uncertain images now

being correctly classified as irrelevant (false positives). This

improvement in precision enables the model to better detect

specific events and activities, reducing the number of false

positives and highlighting the effectiveness of retraining in

addressing limitations in initial model performance.

The model scores distribution could also help preventively

identify model degradation when changes are made in the
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Figure 3. Histogram of normalized model scores distribution
before and after retraining for Reactor 1 - HatchOpen. Original
(blue) and retrained (orange) model scores are compared for
each histogram bin.

monitored facility (e.g. machinery replacement, changes of

lightning). By monitoring score distributions over time, po-

tential problems can be detected and addressed proactively,

ensuring accurate event detection and minimizing the impact

of model degradation.

4.3.2 Motion Detection

NGMT models’ performance was compared to motion de-

tection to assess their sensitivity, which can introduce false

alarms that inspectors need to review. For this purpose, Re-

actor 2 was selected since it is a dynamic scenario, featuring

a wide variety of objects and activities. Motion detection was

run over the same ROI that NGMT uses. In addition, another

ROI was created by an experienced inspector, aiming at re-

ducing false alarms due to changes of lightning or irrelevant

objects.

Motion detection identified 724 events in the same ROI, while

NGMT accurately identified 11 events without any false posi-

tives or negatives. When the inspector-defined ROI was used,

motion detection still detected a significant number of events

(699) further highlighting NGMT’s ability to accurately detect

events while reducing false alarms.

4.4 Qualitative Feedback

During the evaluation campaign, qualitative feedback was

collected from Euratom inspectors who participated in the

validation exercise. An evaluation survey was conducted

to gather their opinions on the performance and usability of

NGMT. The inspectors provided valuable insights on the key

strengths and limitations of NGMT. In this section we outline

the key strengths and limitations identified by them.

4.4.1 Key Strengths

Inspectors consistently highlighted several strengths of NGMT.

Many appreciated its ability to save time by enabling more

efficient identification of relevant events, thereby reducing

the overall effort required to review footage. The system was

also praised for reducing false positives while maintaining

a high recall, which contributed to a more streamlined re-

view process when compared to traditional motion detection

methods.

The intuitive and user-friendly visualization interfaces of NGMT

and the event timeline in NGSR were well-received, as they

made it easier for inspectors to interpret and understand

the results. Moreover, several inspectors noted that NGMT

helped counting events and increased their confidence in

verifying a State’s declaration.

4.4.2 Key Limitations

Despite these positive aspects, inspectors also identified sev-

eral limitations. Some reported that NGMT occasionally de-

tected only parts of certain events rather than complete se-

quences. Others emphasized that the system’s performance

is inherently constrained by the quality, placement, and num-

ber of available cameras.

It was also observed that NGMT has difficulty distinguishing

between events that differ only in minor visual details, such

as when a single fuel bundle is missing in a spent fuel basket.

Finally, inspectors pointed out that the system is limited to

detecting events or objects it has been specifically trained

on, which restricts its generalizability between cameras or

facilities.

5 Discussion

The trained models developed within NGMT demonstrated

strong performance across all evaluated use cases. Retrain-

ing of the models led to measurable improvements, consis-

tently reducing both false positive and false negative detec-

tions. This refinement not only enhanced overall detection

accuracy but also increased the reliability of NGMT predic-

tions during video review.

Feedback from Euratom inspectors was highly positive. They

emphasized that NGMT generated significantly fewer false

alarms compared to traditional motion detection approaches.

This reduction in false positives directly translates into time
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savings for inspectors, allowing them to allocate more ef-

fort toward the identification and assessment of potentially

undeclared activities.

During the retraining phase, it became evident that verifying all

manual labels prior to running inference is essential. Human

labeling errors can introduce inconsistencies that propagate

through the training process, potentially degrading model

performance. Rigorous label verification was therefore estab-

lished as a crucial step in maintaining model integrity, which

can be easily performed using NGMT graphical interface.

Furthermore, when training models for the detection of short

events, especially those in which the object of interest appears

only partially in some frames, it was observed that excluding

images containing incomplete or partially visible objects yields

better results. Avoiding the inclusion of such ambiguous

samples allows the model to learn its own decision boundary

more effectively, without being constrained by potentially

confusing or misleading ”hard” labels. This practice improved

the robustness of the learned representations and enhanced

the model’s generalization to unseen data in all retrained

models.

6 Conclusions

In this paper, we presented NGMT, an interactive software

tool for training ad-hoc machine learning models to sup-

port video review in nuclear safeguards. The validation cam-

paign demonstrated the effectiveness of NGMT across vari-

ous types of nuclear facilities and nuclear fuel cycle stages.

The results showed that our approach achieved very high

recall and precision scores, with retraining improving perfor-

mance for all retrained models. The feedback from inspectors

was positive, praising the potential to streamline their video

review workflow. As a result, Euratom will propose the op-

erational use of NGMT to their inspectors, accompanied by

procedures and guidelines that will define how to train and val-

idate NGMT models, as well use NGMT results during video

review.

Future work will focus on enhancing the robustness and gen-

eralizability of the trained models, with particular attention to

automatically identifying and mitigating model degradation

under novel or evolving operational scenarios.
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